HybridCheck: software for the rapid detection, visualisation and dating of recombinant regions in genome sequence data
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Abstract
HybridCheck is a software package to visualise the recombination signal in large DNA sequence dataset, and it can be used to analyse recombination, genetic introgression, hybridisation and horizontal gene transfer. It can scan large (multiple kb) contigs and whole genome sequences of three or more individuals. HybridCheck is written in the R software for OS X, Linux and Windows operating systems, and it has a simple graphical user interface (GUI). In addition, the R code can be readily incorporated in scripts and analysis pipelines. HybridCheck implements several ABBA-BABA tests and visualises the effects of hybridisation and the resulting mosaic-like genome structure in high-density graphics. The package also reports: (1) the breakpoint positions, (2) the number of mutations in each introgressed block, (3) the probability that the identified region is not caused by recombination, and (4) the estimated age of each recombination event. The divergence times between the donor and recombinant sequence are calculated using a JC, K80, F81, HKY, or GTR correction, and the dating algorithm is exceedingly fast. By estimating the coalescence time of introgressed blocks, it is possible to distinguish between hybridisation and incomplete lineage sorting. HybridCheck is libré software and it and its manual are free to download from http://ward9250.github.io/HybridCheck/.  






Introduction
Genetic recombination is one of the five evolutionary forces and particularly important in adaptive evolution because it can rapidly generate novel genotypes and haplotypes by shuffling the existing nucleotide variation. If recombination occurs between two genetically diverged lineages (e.g. host races, biotypes or species), it can leave a distinct signature in the genome that is known as genetic introgression. An increasing number of studies report evidence of genetic introgression occurring across species boundaries as a consequence of hybridisation or horizontal gene transfer (Dasmahapatra et al. 2012; Fontaine et al. 2015; Martin et al. 2013; Soanes & Richards 2014; McMullan et al. 2015; Jouet et al. 2015), and this phenomenon is known as reticulate evolution. Various statistical methods have been developed to infer genetic ancestry, population admixture and introgression (reviewed in Gompert & Buerkle 2013). Nevertheless, the role of introgression in evolution remains contentious because of the challenges involved in accurately identifying introgressed genomic regions, and distinguishing introgression from incomplete lineage sorting (Durand et al. 2011). Although a wide variety of algorithms have been developed to detect recombination in DNA sequence data (Maynard-Smith, 1992; Posada and Crandall 2001; Posada et al. 2002; Price et al. 2009; Martin et al. 2005, 2010; Minin et al. 2005; Wegmann et al. 2011), some of the computationally intensive methods can become unworkably slow in population genomic and phylogenomic analyses. In addition, researchers may want to first evaluate whether recombination has occurred at a global scale using a formal test (e.g. the ABBA-BABA test) before conducting a more labour-intensive analysis that allows them to identify the exact recombinant regions. Finally, researchers may wish to calculate the coalescence time of the introgressed blocks, which is insightful to estimate when the genetic exchange took place, and to distinguish between introgression and incomplete lineage sorting (McMullan et al. 2015).
The HybridCheck project addresses these issues by implementing the ABBA-ABBA test, followed by the identification of introgressed genomic regions, which are then visualised in intuitive graphs (flowchart of the process in Supplementary Information). In addition, HybridCheck can estimate the approximate age of each introgressed region based on the number of mutations it has accumulated since the recombination (or hybridisation) event. The fast algorithm uses an a priori (user-defined) mutation rate, allowing users to rapidly estimate the dates of thousands of recombination events. The entire analysis including graphs takes circa 5 seconds per triplet of 400kb length on a standard i7 computer, making it useful first port of call in population genomic analysis. 
As an R package, HybridCheck is easily incorporated into scripted analyses, but also features a user-friendly graphical user interface. HybridCheck produces intuitive plots that visualize the effects of recombination based on the relative sequence similarity between a set of triplets (see Figure 1).

Implementation
HybridCheck comes with an executable that can convert a MAF format into a FASTA file, which is the preferred input format of the software. HybridCheck implements a workflow to analyse the evidence of hybridisation in genome sequence data that consists of four distinct steps: (1) four-taxon-tests (i.e. ABBA-BABA tests) to evaluate the overall evidence of introgression, (2) a sliding window analysis across triplets to find putative recombined regions in the alignment (hereafter referred to as “introgressed blocks”), (3) a statistical analysis that calculates the probability that the locally elevated level sequence similarity in an introgressed block is consistent with the overall sequence similarity across the alignment, and (4) an estimation of the coalescence time of each introgressed block.
 
ABBA-BABA tests
The user can first opt to perform four-taxon tests (or ABBA-BABA tests) with HybridCheck (Durand, et al. 2011). This first step of the analysis is optional, and the statistics calculated in the four-taxon tests have been described elsewhere (see Martin et al. 2014 and supplementary information). Briefly, four-taxon tests use bi-allelic substitution patterns to infer whether introgression has occurred. Each test takes either four sequences, or four populations of sequences, and assumes a certain ancestry in which P1 and P2 coalesce first, followed by P3 and finally P4, (((P1, P2), P3), P4). HybridCheck uses a block jackknife to calculate three test statistics for each four-taxon test; Patterson’s D (Durand, et al. 2011) and two  statistics (Martin, et al. 2014). The  statistics estimate the fraction of the genome shared through complete introgression between P2 and P3, and P1 and P3. 
The summary statistics of the four-taxon tests include: 
1. The proportion of bi-allelic sites in the four taxa that can be categorised as ABBA or BABA sites.
2. Patterson’s D and  statistics for the four taxa.
3. A Z-score for each statistic.
4. The statistical significance (p-value) that expressed the deviation from an equal number of ABBA and BABA sites calculated using the individual jackknifed blocks, as well as a Fisher’s combined probability test.
[bookmark: _GoBack]
Scanning of triplets and detection of introgression
In the second phase of the analysis, HybridCheck performs a sliding window analysis to scan for a signal of recombination by comparing the nucleotide similarity in sets of three aligned sequences (i.e. triplets). Pairwise sequence similarities are calculated across the contig using a sliding window with user-defined size, and these data are used to visualise the mosaic-like genome structure (Figure 1). Prior to each scan non-informative sites are removed from the triplets. HybridCheck can be set to ignore triplets that include two or more sequences that are highly similar, reducing the number of scans to be performed. It can also analyse a user-defined subgroup of sequences, or it can use the results of the four-taxon tests to generate the sets of triplets that showed evidence of introgression.
Potential recombinant regions (i.e. introgressed blocks) between two sequences in a triplet are identified based on significantly elevated levels of sequence similarity. HybridCheck determines the cut-off point to identify elevated similarities by calculating the kernel density distribution of all raw sequence similarity data and identify peaks that fall outside this distribution. The start and end points of peaks are recorded (in bp) as well as the number of mutations within the block. 
A binomial mass equation is used to calculate the exact probability that the nucleotide similarity within a block is significantly higher than the overall sequence average. The probability of observing k or fewer mutations in a nucleotide sequence alignment of two sequences of length n is given by the equation:

In this equation, p is the proportion of observed mutations between the two aligned sequences (including the non-informative sites). If the probability falls below the Bonferroni corrected critical value α=0.05, the amount of polymorphism in the block is significantly lower than the overall nucleotide divergence. This can be taken as evidence of introgression, although there are other processes that can also affect the pattern of nucleotide divergence.
	Nucleotide divergence is known to vary significantly across the genome due to natural selection, variation in the recombination rate, stochastic variation in coalescence, as well as introgression. For example, genomic islands of divergence are thought to be associated to speciation genes and reduced recombination rates (Renaut et al. 2013), whereas purifying selection can significantly reduce the levels of local genetic divergence. A study on yeast suggests, however, that substitution patterns show relatively few gene-specific changes, with most differences reflecting genome-wide trends (Elyashiv et al. 2010). Furthermore, purifying selection is expected to affect non-synonymous mutations more so than synonymous mutations, and hence, a local reduction in the number of (synonymous) polymorphisms can be taken as evidence for genetic introgression. Perhaps most challenging, however, is distinguishing the signal of genetic introgression from that caused by incomplete lineage sorting (Durand et al. 2011). The sharing of ancestral polymorphisms is notoriously difficult to distinguish from polymorphisms shared through secondary contact and introgression, given that both processes can result in a mosaic-like genome structure and discordance between gene trees and the species tree (McMullan et al. 2015). To distinguish between both processes, HybridCheck estimates when genetic exchange has taken place, which enables researchers to determine whether genomic regions coalesce before or after the speciation event.

Estimating the age of recombinant regions
HybridCheck can estimate the coalescence time of each introgressed block, and it can thereby give the approximate date when the genetic exchange took place. If the introgressed block coalesces after the split of both species, incomplete lineage sorting can be rejected and hybridisation can be inferred (Joly et al. 2009; McMullan et al. 2015; Jouet et al. 2015). The coalescence time is estimated using the number of mutations in the introgressed block that are observed between the two sequences that share the block. The calculation uses a strict molecular clock which assumes a constant substitution rate, both through time and across taxa. Corrections to the observed mutation count are incorporated to account for mutation saturation, homoplasy, back mutations, and transition / transversion ratios. HybridCheck can therefore apply various corrections for the different substitution models, including a JC (Jukes and Cantor, 1969), K80 (Kimura, 1980), F81 (Felsenstein, 1981), HKY (Hasegawa et al., 1985), and GTR (Rodríguez et al., 1990). The accumulation of mutations between the two sequences in an introgressed block is modelled with a Bernoulli trial, and the coalescence time is found by finding the root of the following function:

In this equation µ is the mutation rate, t the time in generations, k the observed number of mutations, and n the length of the block (in bp). HybridCheck uses the function “uniroot” to compute the value for 2µt by finding the root (i.e., the zero value) of the above function f (Brent, 1973). In order to calculate the median and 5-95%CI, the function is solved for 2µt when Pr is set to 0.5, 0.05 and 0.95. 

Performance tests
[bookmark: __DdeLink__762_794717625]HybridCheck was tested on sequence triplets of 50kb which contained no introgression events to quantify its false positive rate α (i.e. erroneously identifying recombination). The simuPOP Python module (Peng & Kimmal, 2005) was used to simulate three populations with 500 individuals that derived from a single panmictic ancestral population, and which continued to evolve in genetic isolation. The populations diverged for between 0.01 ≤ µt ≤ 0.1 generations (this is equivalent e.g. to t = 1 to 10 million generations with µ=10-8 base mutation rate). Sequence triplets were generated by randomly sampling one sequence from each of the three populations for each triplet. 100 independent sequence triplet replicates were generated for each simulated level of divergence (µt). Each triplet was separately processed by HybridCheck to detect evidence for recombination or introgression. The false positive rate was expressed as the proportion of nucleotides in an amplicon that were erroneously identified as originating from recombination. The simulations show that depending on the divergence time of the populations, the false positive rate increased with decreasing sequence divergence, but it remained consistently less than α=0.05 (Figure 2a). Incomplete lineage sorting is particularly prominent in large populations because the coalescence time of alleles (and hence, the level of ancestral polymorphism) increases with effective population size. Incomplete lineage sorting can also result in a mosaic-like genome, and this can be difficult to distinguish from genetic introgression. However, by estimating the coalescence time of the recombinant block, it is possible to assess whether the genetic exchange occurred before speciation (in which case it would be ancient admixture and incomplete lineage sorting), or after the split of the species (which would be consistent with hybridisation). Estimating the divergence time of regions with shared polymorphisms is a powerful tool to separate between incomplete lineage sorting and hybridisation (McMullan et al. 2015). We advocate the use of the dating algorithm in HybridCheck to distinguish between incomplete lineage sorting and hybridisation.
HybridCheck was furthermore tested on sequence triplets of 50kb containing known introgression events of various ages in order to assess the sensitivity of the software to detect hybridisation and the false negative rate (i.e. β or the type II error rate). These triplets were also generated by simulations in which two parental sequences were simulated for between 0.02 ≤ µt ≤ 0.8 generations. The parental sequences then introgressed, by recombining at a user-defined breakpoints at 35kb, and generated a third recombinant sequence. The three sequences diverged for another µt = 0 to 0.1 generations under a JC69 model, and during this time the signal of introgression became progressively eroded. Figure 2b shows that HybridCheck was able to detect >95% of recent introgression events even if the two parental populations had diverged only moderately. However, more ancient introgression events were detected only if both parental populations had significantly diverged (Figure 2b). 
Finally, we tested the accuracy of the dating algorithm using a regression analysis. We used the estimated age calculated by HybridCheck as the response variable and regressed this against the known coalescence time (t) of the recombinant blocks in the simulations (Figure 2c). This analysis shows that when the ancestral sequenced had diverged significantly (µt ≥0.2), the age estimates calculated by HybridCheck are a good approximation of the actual time passed since recombination (Linear Regression: Estimated age = 0.000795 + 0.968 t, R2=99.3%). However, when the exchanges occurred between sequences that were only moderately diverged (µt<0.2), the age of the recombination events are underestimated when recombination happened in the distant past (µt>0.05) (see Figure 2c). In such cases, mutations accumulated after the recombination event fragmented the blocks, resulting in an underestimate of the number of mutations in the blocks that were detected. Bayesian coalescent approaches incorporated in software such as BEAST (Bouckaert et al., 2014) should be used when using a relaxed clock. However, these methods are computationally more demanding and might become unfeasible when estimating the divergence time of a large number of recombination events. In such cases, the age estimate returned by HybridCheck offers a good approximation when recombination occurred relatively recently (µt < 0.05), and also when the ancestral sequences have diverged significantly before hybridizing.

Accessibility
HybridCheck is an open source and libré software project, with a repository hosted on GitHub, from the code author's profile. The HybridCheck software and its manual are free to download from http://ward9250.github.io/HybridCheck/.
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Data Accessibility
The most up to date version of the package will be available from the repository: https://github.com/Ward9250/HybridCheck as well as the companion website: http://ward9250.github.io/HybridCheck/. Documentation and test datasets used in this paper are also available from these locations.
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Figures and Tables
Figure 1. An example of HybridCheck output based on an analysis of empirical data of three sequences of a contig of ~400,000bp. The top panel shows the sequence similarity between three sequences visualised using the colours of a RBG colour triangle. In regions where two sequences share the same polymorphisms they show the same colour (yellow, purple or turquoise). Such elevated level of sequence similarity is indicative of hybridisation between two moderately diverged taxa which resulted in genetic introgression. The bottom panel shows the data plotted in a line graph with percentage sequence similarity on the y-axis. The x-axis shows the position along the contig (in bp).
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Figure 2. Results from testing HybridCheck’s performance including: (A) The mean(±5 – 95%CI) false positive rate (α) of HybridCheck as a function of µt (the divergence time of the sequences before recombination). (B) The mean(±5 – 95%CI) statistical power (1-β) of HybridCheck as a function of µt (the divergence time of the sequences after recombination) for sequences that have diverged for µt = 0.2, 0.4, 0.6 and 0.8 generations. (C) The mean (±SEM) estimated age (expressed in µt) of recombinant blocks calculated using the dating algorithm with a JC correction in HybridCheck, versus their actual age. The statistical power (B) is strongest when recombination occurs between diverged sequences. Recombination between moderately diverged sequences can be detected in >95% of the cases as long as the recombination event was relatively recent. Computer simulations show that in most of the scenarios, HybridCheck returns an unbiased estimate of the divergence time (C). However, the age is underestimated in cases of ancient recombination between populations that have only moderately diverged (ancestral divergence µt = 0.2).
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