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Abstract—Vehicle-to-Everything (V2X) systems that support
cooperative perception and control require precise network-
wide time synchronization. In dense traffic, however, existing
schemes often decouple synchronization from communication
delay. As a result, rapidly varying uplink queueing delays remain
uncompensated and introduce persistent asymmetric bias that
degrades synchronization accuracy. To address this issue, we have
proposed Queue-Sync, a delay-compensated time synchronization
framework for a Cloud–RSU–EV (CRE) architecture. Queue-
Sync consists of a roadside Dynamic Delay Prediction Module
(DPM) and an on-vehicle Delay-Compensated Synchronization
Module (DCM). The DPM combines an M/M/1 queueing model
with an adaptive extended Kalman filter (AEKF) to estimate
the uplink arrival rate and queueing delay online. The DCM
performs asymmetric timestamp-based synchronization. It injects
the predicted delay into the offset calculation for feedforward
compensation, and feeds back the measured round-trip time
(RTT) to calibrate the DPM. Based on an extended fine-grained
clock model, simulation results show that Queue-Sync consis-
tently yields a lower average synchronization error compared
to baseline schemes. This improvement holds under different
synchronization intervals and traffic densities. It achieves a
smoother convergence and more stable clock synchronization
performance at the cost of a modest increase in synchronization
message overhead.

—Vehicle-to-Everything (V2X), time synchroniza-
tion, queueing delay, delay compensation, extended Kalman
filter

I. INTRODUCTION

Vehicle-to-Everything (V2X) systems are evolving toward

cooperative perception and computation [1]. They are be-

coming a key part of future 5G/6G intelligent transportation

systems [2]. Applications such as cooperative perception,

cooperative control, platooning, and vehicular task offloading

require tight temporal and network-wide consistency. There-

fore, vehicles and roadside units (RSUs) must share a common

time reference for timestamping, sensor fusion, and decision

making.

However, V2X wireless links are strongly affected by traffic

load and scheduling in practice [3]. Contention, retransmis-

sions, and priority access on the uplink create deep queues.

As a result, uplink queueing delay can dominate the round-trip

time (RTT) under heavy load and induce asymmetric, time-

varying one-way delays [4]. These delay fluctuations invalidate

the symmetric-path assumption underlying conventional four-

timestamp synchronization. Consequently, uplink queueing

bias cannot be canceled and synchronization error grows

quickly in dense traffic. Simply shortening the synchronization

period or increasing the message rate may temporarily reduce

error. However, it further increases uplink load and queueing.

Existing studies have identified this contradiction from both

control and networking viewpoints. Under high density or

blockage, vehicular links exhibit large delay randomness and

reliability loss [3]. In addition, multihop offloading and for-

warding in Internet-of-Vehicles (IoV) scenarios further reduce

connection time and increase end-to-end delay jitter [5]. In

cooperative control, communication delay, packet loss, and

topology changes can break platoon stability and spatio-

temporal coherence [6]. Moreover, cooperative adaptive cruise

control (CACC) cannot guarantee string stability when the

delay reaches 0.1–0.3 s [7]. In cooperative merging, uncertain

vehicle-to-infrastructure (V2I) delay may destabilize trajecto-

ries and increase collision risk [8].

From the networking perspective, queueing delay is the

most uncertain component of end-to-end latency, as it is driven

by arrival rate, service rate, scheduling, and traffic bursts [9].

Dynamic offloading of multi-access edge computing (MEC),

digital twin, and IoV tasks amplifies load fluctuations [10],

[11]. In addition, V2X cooperative perception and autonomous

driving services further introduce bursty, time-varying traffic

load [12].

Time synchronization is highly vulnerable to these link

dynamics. Surveys report that synchronization errors in vehic-
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ular ad hoc networks stem from propagation delay, uplink–

downlink asymmetry, queueing residence time, and obser-

vation gaps due to mobility [13]. Degraded synchroniza-

tion precision harms cooperative perception and control and

weakens security mechanisms that depend on information

freshness [14].

Existing vehicular time-synchronization schemes are mainly

protocol-based or filter-based. Protocol-based methods ex-

change a few timestamps. They assume negligible queueing

or symmetric one-way delays. When the uplink to the RSU

is congested, the offset estimate becomes biased. Filter-based

methods use Kalman filtering. They include the extended

Kalman filter and the median Kalman filter. These filters

smooth noisy RTT observations. They mitigate random jitter

and mobility effects [15]–[17]. However, both categories treat

RTT as a black-box. They ignore queue-aware delay modeling.

Thus, uplink-queueing-induced bias persists under heavy load.

This motivates our queue-aware, delay-compensated frame-

work.

In summary, existing queue-unaware time-synchronization

research followed several lines. The work in [13] surveyed

protocol-level designs for vehicular networks. It showed that

most schemes still relied on symmetric or slowly varying delay

assumptions when deriving offset estimators.

Building on such protocol models, the work in [15] in-

troduced a Kalman-filter-based scheme that explicitly tracked

clock offset from noisy bidirectional delay measurements. This

scheme thereby reduced the impact of random propagation

jitter. The work in [16] further extended this filtering idea

by jointly estimating clock offset and skew with an EKF.

This extension ensured that long-term drift could also be

compensated. To enhance robustness under highly dynamic

and abnormal links, the work in [17] replaced the standard

Kalman filter with a median-KF structure. This structure

suppressed outliers observed on mobile ad hoc links.

However, despite these advances, all these works shared a

common limitation: they treated the RTT as a black-box noisy

measurement. They did not build queue-aware delay models

that exposed arrival rate, service rate, or scheduling discipline

for explicit compensation. As a result, the systematic bias in-

troduced by uplink queueing persisted under high traffic load.

This situation left a gap for queue-aware, delay-compensated

time-synchronization frameworks.

To address this gap, We innovatively construct a queue-

aware closed-loop synchronization Queue-Sync framework,

within which two key innovations are introduced:

• A queueing-delay–driven feedforward compensation

mechanism that predicts uplink queueing delay and in-

jects it into timestamp-based offset estimation to elimi-

nate persistent asymmetric bias.

• A closed-loop calibration mechanism where RTT feed-

back continuously refines the queueing-delay predictor,

enabling stable synchronization under highly dynamic

V2X traffic.

Fig. 1. System architecture of Queue-Sync showing cloud synchronization,
RSU–EV links, and delay-affected timestamp exchange.

II. PRELIMINARY

This section models and describes the system upon which

Queue-Sync relies. It includes the three-layer CRE architec-

ture, the node clock model, and the dynamic communication

delay model dominated by uplink queueing. It also covers the

interaction workflow among entities and the formal problem

formulation.

A. System Architecture

The system architecture is shown in Fig. 1. It consists of a

cloud server, multiple RSUs, and a large number of EVs. The

cloud server connects to all RSUs via wired backhaul links

and provides a global time reference. Each RSU communicates

with EVs through cellular vehicle-to-everything (C-V2X) links

and acts as the local master clock for the EVs within its

coverage area. It maintains per-link synchronization state and

collects RTT measurements. Each EV is equipped with an on-

board unit (OBU) that can exchange timestamped messages

with the serving RSU. It can adjust its local hardware clock

based on received synchronization information. The specific

prediction and compensation mechanisms built on top of this

architecture are described in Section III.

B. Node Clock Model

We formalize the clock asynchrony among nodes. In a

distributed V2X network, the local hardware clock of any node
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i (EV) is not ideal. Its local time Ci(t) is modeled by a linear

affine relation with the true physical time t:

Ci(t) = αit+ βi, (1)

where αi is the clock skew and βi is the clock offset.

Time synchronization aims to estimate and compensate these

parameters so that the corrected local clock approaches the

reference clock. In this work, vehicle and RSU oscillators are

assumed relatively stable over the considered synchronization

intervals. Therefore, we set αi = 1 and focus on estimating

and correcting βi.

C. Communication Delay Model

In the V2X scenario, the RTT of synchronization messages

between an EV and an RSU can be decomposed into two one-

way components. The uplink delay is denoted by Dup (from

the EV to the RSU), and the downlink delay is denoted by

Ddown (from the RSU to the EV). Each one-way delay con-

sists of propagation, transmission, processing, and queueing

components. For modeling convenience, the relatively stable

parts are grouped as Dfixed = Dprop + Dtrans + Dproc,

where Dprop, Dtrans, and Dproc denote the propagation,

transmission, and processing delays, respectively. The traffic-

dependent queueing waiting time is denoted by Dqueue. Under

this decomposition, the one-way delays can be expressed as

Dup = Dfixed +Dqueue, (2)

Ddown ≈ Dfixed, (3)

where Dqueue denotes the queueing delay in the RSU uplink

buffer. As the traffic load increases, Dqueue grows and induces

uplink–downlink asymmetry, violating the symmetric-delay

assumption of PTP/NTP and biasing four-timestamp offset

estimation.

D. Interaction Workflow

Under the CRE architecture in Fig. 1, Queue-Sync op-

erates in periodic synchronization rounds. The cloud first

synchronizes all RSUs so that each RSU serves as a local

time reference for its covered EVs. During each round, the

serving RSU and an EV perform a brief two-way timestamp

exchange over the C-V2X link. The RSU embeds its current

reference time in the downlink message. The EV responds with

a timestamped message, updates its local clock, and reports the

measured RTT. The RSU then uses these RTT reports to update

its internal view of the uplink delay state. This operation forms

a lightweight closed-loop interaction on top of the underlying

V2X protocols. The prediction and compensation logic of this

closed loop is detailed in Section III.

E. Problem Formulation

In high-dynamic V2X networks, random and asymmet-

ric Dqueue breaks the symmetric-delay assumption, so four-

timestamp offset estimation suffers persistent bias. Load vari-

ations further make high-precision synchronization hard to

sustain. Under the CRE architecture with a fixed synchro-

nization interval, we aim to design a closed-loop, queue-

aware, and delay-compensated mechanism. This mechanism

integrates RTT with queueing modeling by actively tracking

the uplink Dqueue. It then injects this prediction into the offset

estimation to mitigate queueing-induced asymmetry.

III. QUEUE-SYNC FRAMEWORK

This section presents the Queue-Sync framework. It in-

cludes its closed-loop structure and the functions and informa-

tion exchange between the roadside DPM and the vehicle-side

DCM.

A. Framework Overview

Fig. 2. Closed-loop operation of the Queue-Sync framework.

The closed-loop operation of Queue-Sync is illustrated in

Fig. 2. Its main functional components are as follows.

On the EV side, the OBU integrates the DCM. The DCM

periodically exchanges timestamps T1–T4 with the serving

RSU. From each exchange, the DCM computes the measured

RTT, denoted by RTTmeasured. The RSU then returns the

predicted uplink queueing delay, denoted by D̂v,r
queue. The

DCM embeds D̂v,r
queue into the asymmetric delay-compensation

formula. It obtains a corrected clock-offset estimate. It then

updates the local clock.

On the RSU side, the DPM models and predicts the

queueing behavior online. It adopts an M/M/1 queue. It uses

the vehicle-reported RTTmeasured as observations. The DPM

applies an adaptive extended Kalman filter (AEKF). The

AEKF calibrates the model parameters. The DPM then outputs

the predicted uplink queueing delay D̂v,r
queue.

In Queue-Sync, the EV-to-RSU direction carries

RTTmeasured as feedback. This feedback helps the DPM

track the uplink queueing state. The RSU-to-EV direction

delivers D̂v,r
queue as a feedforward term to the DCM. This design

enables delay-compensated offset estimation. It mitigates

uplink queueing fluctuations under a fixed synchronization

period.

B. DCM

The DCM is deployed in the OBU. It serves as the execution

and sensing unit of Queue-Sync on the EV side. In each

synchronization session, the EV and the RSU perform one

two-way timestamp exchange. The EV sends a request at T1.
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The RSU receives it at T2 and sends a response at T3. The

EV receives the response at T4. The timestamp set is denoted

by T = {T1, T2, T3, T4}. Recalling the delay decomposition,

the uplink delay from vehicle v to RSU r is written as

Dup = Dfixed+Dv,r
queue. The clock offset estimate after queueing

compensation is

βasym
v =

(T2 − T1)− (T4 − T3)− D̂v,r
queue

2
, (4)

where D̂v,r
queue is provided by the RSU-side DPM. It serves as

a feedforward compensation term. Based on this estimate, the

DCM performs local time correction according to (1).

The DCM also measures the link state. The measured RTT

for one session is

RTTmeasured = (T4 − T1)− (T3 − T2), (5)

where RTTmeasured contains the current uplink queueing com-

ponent. The DCM sends RTTmeasured back to the RSU. It

serves as the observation input for the AEKF in the DPM.

It is used to update the queueing model parameters online.

The DCM thus corrects the local clock and reports RTT

measurements.

During the cold-start phase, the DCM can initiate a few

synchronization rounds without compensation. It obtains initial

RTTmeasured values. These values help the DPM complete pa-

rameter initialization. When mobility causes synchronization

timeouts or RSU handovers, a valid RTTmeasured may be miss-

ing. In that case, the DPM performs only the prediction step.

The closed-loop process resumes once a new synchronization

session is established.

C. DPM with AEKF

The DPM is deployed on the RSU side and acts as the

predictor in the Queue-Sync framework. It estimates the uplink

queueing delay online based on queueing modeling and an

AEKF. It outputs the feedforward compensation amount to

the vehicle side.

To balance modeling capability and real-time performance,

the DPM adopts an M/M/1 queue to characterize the RSU

uplink buffer. Let the arrival rate at time t be λarr,t and the

service rate be μ. When the traffic intensity ρt = λarr,t/μ < 1,

the average queueing delay is

E[Dqueue] =
λarr,t

μ(μ− λarr,t)
=

ρt
μ(1− ρt)

, (6)

where λarr,t and ρt denote the instantaneous arrival rate and

traffic intensity, respectively.

Although the M/M/1 assumption may not fully hold un-

der bursty or self-similar V2X arrivals, the resulting model

mismatch is partially mitigated by the closed-loop design.

Specifically, the AEKF continuously re-calibrates the delay

estimate using the measured RTTmeasured,t. This feedback

helps mitigate long-term error accumulation.

Let xt denote λarr,t. Let x̂t be the state estimate produced

by the AEKF at time t. The predicted uplink queueing delay

for vehicle v and RSU r, denoted by D̂v,r
queue, is obtained by

substituting x̂t into (6). It is then sent via a control channel to

the EV-side DCM. There, it is used for the asymmetric delay

compensation in (4).

The DPM employs an AEKF to calibrate the queueing

model online. It uses the measured RTTmeasured,t returned by

the inner-loop DCM as the observation zt. The arrival rate is

treated as a slowly varying random process and modeled as a

random walk:

xt = xt−1 + wt−1, (7)

where wt−1 is the process noise with zero mean and covari-

ance Qt−1.

The measurement equation exploits the fact that the RTT

contains both fixed delay and queueing delay and is written

as

zt = RTTmeasured,t = h(xt) + vt, (8)

with

h(xt) = Dfixed +
xt

μ(μ− xt)
, (9)

where vt is the measurement noise with zero mean and

covariance R.

In each synchronization interval, the AEKF first propagates

the a priori state according to (7). It then uses the innovation

between the actual observation zt and the model prediction

h(x̂−
t ) to obtain the a posteriori estimate x̂t. Here, x̂−

t denotes

the a priori estimate. The covariance matrices Qt−1 and R can

be adaptively adjusted according to the innovation statistics

to enhance robustness. The updated x̂t is then substituted

into (6) to compute D̂queue. Together with the compensation

and measurement performed by the inner-loop DCM, this

forms a closed loop of prediction, calibration, compensation,

and feedback.

IV. PERFORMANCE EVALUATION

A. Simulation Configuration

We use the Opportunistic Network Environment (ONE) [18]

to emulate a three-layer CRE architecture. The cloud connects

to all RSUs via wired links and provides a global time

reference. RSUs communicate with passing EVs over wireless

links. EVs initiate time-synchronization sessions when enter-

ing RSU coverage.

The road topology uses the Helsinki city map of about

4.5 km × 3.4 km. Vehicles move along shortest paths at 30–

50 km/h. They repeatedly undergo an attach–synchronize–

depart process.

To model clock drift and link asymmetry, each RSU and

EV maintains an independent logical clock and generates

timestamps locally. One-way delay includes a fixed component

and a queueing component. On the uplink, synchronization

messages share the RSU access queue with data traffic and

experience load-dependent queueing. On the downlink, only

a small random jitter is added, yielding pronounced uplink

queueing and stable downlink delay. All experiments keep this

setting and vary only one factor at a time.
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Fig. 3. Influence of synchronization interval. (a) ASE. (b) SMPS.

B. Comparison Configuration
To assess Queue-Sync, we compare three synchronization

schemes under the same simulation environment:
1) SYM-TS: A standard symmetric-delay synchronization

scheme. It follows the standard four-timestamp exchange used

in NTP/PTP-style synchronization [13]. It assumes equal up-

link and downlink delays, ignores RSU queueing, and does

not filter the RTT, serving as a baseline.
2) AEKF-TS: A queue-aware but filtering-only scheme.

The RSU models the uplink as an M/M/1 queue [9] and

applies an AEKF to smooth the measured RTT, following

EKF-based clock-parameter tracking ideas in wireless sensor

networks [16]. The EV still runs symmetric-delay synchroniza-

tion with a fixed interval and no feedforward compensation.
3) Queue-Sync-TS: A queue-aware and delay-compensated

synchronization scheme. The RSU predicts the uplink queue-

ing delay using the M/M/1 model and AEKF and sends this

prediction to the EV. The EV adopts an asymmetric delay

model and injects the predicted delay into the offset estimation.
Performance is evaluated using three metrics:
1) Average synchronization error (ASE): The mean clock

offset between each EV and the reference clock over the whole

simulation, reflecting synchronization accuracy.
2) Synchronization messages per node per second (SMPS):

The average number of synchronization packets per node,

indicating communication overhead.
3) Temporal evolution of ASE: The time series of ASE,

which reveals both convergence speed and steady-state error.

C. Influence of Synchronization Interval
In this set of experiments, the number of EVs, the traffic

configuration, and the scenario are fixed. Only the synchro-

nization interval Tsync is varied. As shown in Fig. 3(a), when

Tsync increases from 5 s to 20 s, the ASE of all three schemes

grows significantly. This behavior indicates that overly infre-

quent synchronization aggravates the accumulated clock drift

and thus degrades accuracy. For all intervals, the ASE of

Queue-Sync-TS is consistently lower than that of SYM-TS and

AEKF-TS. This implies that, under the same synchronization

frequency, queueing modeling and feedforward compensation

are beneficial. They help mitigate the impact of uplink queue-

ing delay on synchronization accuracy.

Fig. 3(b) shows that SMPS is approximately inversely pro-

portional to Tsync. Shortening the interval markedly increases

the synchronization message overhead. Because Queue-Sync-

TS needs to deliver predicted delay values, its SMPS is

slightly higher than that of the two baselines at the same Tsync.

Considering both synchronization accuracy and messaging

overhead, Tsync = 10 s provides a reasonable compromise

in this scenario. This setting is adopted in the remaining

experiments.

Fig. 4. Influence of EV density. (a) ASE. (b) SMPS.

D. Influence of EV Density

This set of experiments uses the default configuration and

varies only the number of EVs on the road segment to control

the traffic density. As shown in Fig. 4(a), the ASE of all

three schemes increases with EV density, indicating that heavy

traffic intensifies queueing-delay fluctuations and link asym-

metry, thereby degrading synchronization accuracy. SYM-TS

degrades fastest, AEKF-TS benefits from RTT filtering and

achieves slightly smaller steady-state error, while Queue-Sync-

TS consistently attains the lowest ASE and the flattest growth

curve. These results show that, under the same synchronization

frequency, queueing modeling and delay compensation more

973Authorized licensed use limited to: Univ of East Anglia. Downloaded on September 16,2026 at 15:08:38 UTC from IEEE Xplore.  Restrictions apply. 



effectively suppress synchronization errors in dense-traffic

scenarios.

Fig. 4(b) shows that the normalized SMPS changes little

with EV density, but Queue-Sync-TS is consistently slightly

higher than the other two schemes because it transmits

compensation information. Overall, as EV density increases,

Queue-Sync-TS trades a moderate increase in message count

for significantly more stable synchronization performance.

Fig. 5. ASE evolution over time for different schemes.

E. Temporal Evolution of ASE

In the final set of experiments, the temporal evolution

of ASE is observed over a longer simulation horizon. As

depicted in Fig. 5, the average synchronization error of all

three schemes quickly decreases at the beginning and then

enters a steady region. However, their convergence processes

and steady-state levels differ markedly. SYM-TS converges

rapidly but stabilizes at a relatively high error level. AEKF-

TS leverages RTT filtering to slightly reduce the steady-state

error. Yet its long-term improvement is limited.

Queue-Sync-TS, in contrast, exhibits a somewhat larger

error at cold start because the queueing model is not yet fully

calibrated. As the DPM and AEKF learn online, the predicted

delay becomes more accurate. The error curve continues to

decrease, and Queue-Sync-TS eventually reaches the lowest

steady-state level among all schemes. Overall, Queue-Sync-

TS outperforms the baselines in both convergence speed and

steady-state accuracy. This makes it more suitable for long-

term operation in high-dynamic V2X environments.

V. CONCLUSION

This paper has proposed Queue-Sync, a queue-aware clos-

edloop delay-compensated time-synchronization framework

for V2X networks. Queue-Sync jointly models uplink queue-

ing delay and performs asymmetric compensation based on

delay prediction. Simulation results show that Queue-Sync-TS

reduces ASE and improves stability compared with SYM-TS

and AEKF-TS.

Future work will extend Queue-Sync to more general queue-

ing models and hardware testbeds. It will also investigate

adaptive synchronization intervals under mixed V2X traffic.
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